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Abstract

We describe an approach to extract attribute-value
pairs from product descriptions. This allows us to
represent products as sets of such attribute-value
pairs to augment product databases. Such a rep-
resentation is useful for a variety of tasks where
treating a product as a set of attribute-value pairs
is more useful than as an atomic entity. Examples
of such applications include product recommenda-
tions, product comparison, and demand forecast-
ing. We formulate the extraction as a classifica-
tion problem and use a semi-supervised algorithm
(co-EM) along with (Naı̈ve Bayes). The extraction
system requires very little initial user supervision:
using unlabeled data, we automatically extract an
initial seed list that serves as training data for the
supervised and semi-supervised classification algo-
rithms. Finally, the extracted attributes and values
are linked to form pairs using dependency informa-
tion and co-location scores. We present promising
results on product descriptions in two categories of
sporting goods.

1 Introduction

Retailers have been collecting a large amount of sales data
containing customer information and related transactions.
These data warehouses also contain product information
which is often very sparse and limited. Most retailers treat
their products as atomic entities with very few related at-
tributes (typically brand, size, or color). This hinders the
effectiveness of many applications that businesses currently
use transactional data for such as product recommendation,
demand forecasting, assortment optimization, and assortment
comparison. If a business could represent their products in
terms of attributes and attribute values, all of the above appli-
cations could be improved significantly.

Suppose, for example, that a sporting retailer wanted to
forecast sales of a specific running shoe. Typically, they
would look at the sales of the same product from the same
time last year and adjust that based on new information. Now
suppose that the shoe is described with the following at-
tributes: Lightweight mesh nylon material, Low Profile Sole,
Standard lacing system. Improved forecasting is possible if

the retailer is able to describe the shoe not only with a prod-
uct number, but with a set of attribute-value pairs, such as
material: lightweight mesh nylon, sole: low profile, lacing
system: standard. This would enable the retailer to use data
from other products having similar attributes. While many re-
tailers have recently realized this and are working towards en-
riching product databases with attribute-value pairs, the work
is currently being done completely manually: by looking at
product descriptions that are available in an internal database
or on the web or by looking at the actual physical product
packaging in the store. The work presented in this paper
is motivated by the need to make the process of extracting
attribute-value pairs from product descriptions more efficient
and cheaper by developing an interactive tool that can help
human experts with this task.

The task we tackle in this paper requires a system that can
process textual product descriptions and extract relevant at-
tributes and values, and then form pairs by associating values
with the attributes they describe. This is accomplished with
minimal human supervision. We describe the components of
our system and show experimental results on a web catalog
of sporting goods products.

2 Related Work

While we are not aware of any system that addresses the
task described in this paper, much research has been done
on extracting information from text documents. One task that
has received attention recently is that of extracting product
features and their polarity from online user reviews. Liu et
al. [Liu and Cheng, 2005] describe a system that focuses on
extracting relevant product attributes, such as focus for digital
cameras. These attributes are extracted by use of a rule miner,
and are restricted to noun phrases. In a second phase, the
system extracts polarized descriptors, e.g., good, too small,
etc. [Popescu and Etzioni, 2005] describe a similar approach:
they approach the task by first extracting noun phrases as can-
didate attributes, and then computing the mutual information
between the noun phrases and salient context patterns. Our
work is related in that in both cases, a product is expressed as
a vector of attributes. However, our work focuses not only
on attributes, but also on values, and on pairing attributes
with values. Furthermore, the attributes that are extracted
from user reviews are often different than the attributes of the
products that retailers would mention. For example, a review
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might mention photo quality as an attribute but specifications
of cameras would tend to use megapixels or lens manufac-
turer in the specifications.

Information extraction for filling templates, e.g., [Seymore
et al., 1999; Peng and McCallum, 2004], is related to the ap-
proach in this paper in that we extract certain parts of the
text as relevant facts. It however differs from such tasks in
several ways, notably because we do not have a definitive
list of ‘template slots’ available. Recent work in bootstrap-
ping for information extraction using semi-supervised learn-
ing has focused on named entity extraction [Jones, 2005;
Collins and Singer, 1999; Ghani and Jones, 2002], which
is related to part of the work presented here (classifying the
words/phrase as attributes or values or as neither).

3 Overview of the Attribute Extraction

System

Our system consists of five modules:

1. Data Collection from an internal database containing
product information/descriptions or from the web using
web crawlers and wrappers.

2. Seed Generation, i.e., automatically creating seed
attribute-value pairs.

3. Attribute-Value Entity Extraction from unlabeled
product descriptions. This tasks lends itself naturally to
classification. We chose a supervised algorithm (Naı̈ve
Bayes) as well as a semi-supervised algorithm (co-EM).

4. Attribute-Value Pair Relationship Extraction, i.e.,
forming pairs from extracted attributes and values. We
use a dependency parser (Minipar, [Lin, 1998]) as well
as co-location scores.

5. User Interaction via active learning to allow users to
correct the results as well as provide additional training
data for the system to learn from.

The modular design allows us to break the problem into
smaller steps, each of which can be addressed by various ap-
proaches. We only focus on tasks 1-4 in this paper and de-
scribe our approach to each of the four tasks in greater detail.
We are currently investigating the user interaction phase.

4 Data and Preprocessing

For the experiments reported in this paper, we developed a
web crawler that traverses retailer web sites and extracts prod-
uct descriptions. We crawled the web site of a sporting goods
retailer1, concentrating on the domains of tennis and football.
We believe that sporting goods is an interesting and relatively
challenging domain because the attributes are not easy and
straightforward to detect. For example, a baseball bat would
have non-obvious attributes and values such as aerodynamic
construction, curved hitting surface, etc. The web crawler
gives us a set of product descriptions, which we use as (unla-
beled) training data. Some examples are:

1www.dickssportinggoods.com

4 rolls white athletic tape
Extended Torsion bar
Audio/Video Input Jack
Vulcanized latex outsole construction is
lightweight and flexible

It can be seen from these examples that the entries are not
often full sentences. This makes the extraction task more dif-
ficult, because most of the phrases contain a number of mod-
ifiers, e.g., cutter being modified both by 1 and by tape. For
this reason, there is often no definitive answer as to what the
extracted attribute-value pair should be, even for humans in-
specting the data. For instance, should the system extract cut-
ter as an attribute with two separate values, 1 and tape, or
should it rather extract tape cutter as an attribute and 1 as
a value? To answer this question, it is important to keep in
mind the goal of the system to express each product as a vec-
tor of attribute-value pairs, and to compare products. For this
reason, it is more important that the system is consistent than
which of the valid answers it gives.

The data is first tagged with parts of speech (POS) using
the Brill tagger [Brill, 1995] and stemmed with the Porter
stemmer [Porter, 1980]. We also replace all numbers with the
unique token #number# and all measures (e.g., liter, kg) by
the unique token #measure#.

5 Seed Generation

Once the data is collected and processed, the next step is
to provide labeled seeds for the learning algorithms to learn
from. The extraction algorithm is seeded in two ways: with
a list of known attributes and values, as well as with an unsu-
pervised, automated algorithm that extracts a set of seed pairs
from the unlabeled data. Both of these seeding mechanisms
are designed to facilitate scaling to other domains.

We also experimented with labeled training data: some of
the data that we used in our experiments exhibits structural
patterns that clearly indicate attribute-value pairs separated
by colons, e.g., length: 5 inches. Such structural cues can
be used to obtain labeled training data. In our experiments,
however, the labeled pairs were not very useful. The results
obtained with the automatically extracted pairs are compara-
ble to the ones obtained when the given attribute-value pairs
were used. In the case of comparable results, we prefer the
unsupervised approach because it does not rely on the struc-
ture of the data and is domain-independent.

We use a very small amount of labeled training data in the
form of generic and domain-specific value lists that are read-
ily available. We use four lists: one each for colors, materials,
countries, and units of measure. We also use a list of domain-
specific (in our case, sports) values: this list consists of sports
teams (such as Pittsburgh Steelers), and contains 82 entries.

In addition to the above lists, we automatically extract a
small number of attribute-value seed pairs in an unsuper-
vised way as described in the following. Extracting attribute-
value pairs is related to the problem of phrase recognition in
that both methods aim at extracting pairs of highly correlated
words. There are however differences between the two prob-
lems. Consider the following two sets of phrases:

back pockets, front pockets, and zip pockets
vs.
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Pittsburgh Steelers, Chicago Bears
The first set contains an example of an attribute with sev-

eral possible values. The second set contains phrases that are
not attribute-value pairs. The biggest difference between the
two lists is that attributes generally have more than one possi-
ble value but do not occur with a very large number of words.
For this reason, two words that always occur together and
common words such as the are not good attribute candidates.

In order to exploit these observations, we consider all bi-
grams wiwi+1 as candidates for pairs, where wi is a candidate
value, and wi+1 is a candidate attribute. Although it is not
always the case that the modifying value occurs (directly) be-
fore its attribute, this heuristic allows us to extract seeds with
high precision. Suppose word w (in position i + 1) occurs
with n unique words w1...n in position i. We rank the words
w1...n by their conditional probability p(wj |w), wj ∈ w1...n,
where the word wj with the highest conditional probability is
ranked highest.

The words wj that have the highest conditional probabil-
ity are candidates for values for the candidate attribute w.
Clearly, however, not all words are good candidate attributes.
We observed that attributes generally have more than one
value and typically do not occur with a wide range of words.
For example, frequent words such as the occur with many
different words. This is indicated by their conditional prob-
ability mass being distributed over a large number of words.
We are interested in cases where few words account for a high
proportion of the probability mass. For example, both Steel-
ers and on will not be good candidates for being attributes.
Steelers only occurs after Pittsburgh so all of the conditional
probability mass will be distributed on one value whereas on
occurs with many words with the mass distributed over too
many values. This intuition can be captured in two phases:
in the first phase, we retain enough words wj to account for
a part z, 0 < z < 1 of the conditional probability mass
∑k

j=1
p(wj |w). In the experiments reported here, z was set

to 0.5.
In the second phase, we compute the cumulative modified

mutual information for all candidate attribute-value pairs. We
again consider the perspective of the candidate attribute. If
there are a few words that together have a high mutual in-
formation with the candidate attribute, then we are likely to
have found an attribute and (some of) its values. We define
the cumulative modified mutual information as follows:

Let p(w, w1...k) =
∑k

j=1
p(w, wj). Then

cmi(w1...k; w) = log
p(w, w1...k)

(λ ∗
Pk

j=1
p(wj)) ∗ ((λ − 1) ∗ p(w))

λ is a user-specified parameter, where 0 < λ < 1. We
have experimented with several values, and have found that
setting λ close to 1 yields robust results. Table 1 lists several
examples of extracted attribute-value pairs.

As we can observe from the table, our unsupervised seed
generation algorithm captures the intuition we described ear-
lier and extracts high-quality seeds for training the system.
We expect to refine this method in the future. Currently, not
all extracted pairs are actual attribute-value pairs. One typi-
cal example of an extracted incorrect pair are first name - last

value attribute

carrying, storage case

main, racquet compartment

welt, side-seam, key pocket

Table 1: Automatically extracted seed attribute-value pairs

name pairs, e.g., Smith is extracted as an attribute as it occurs
as part of many phrases and fulfills our criteria (Joe Smith,
Mike Smith, etc.) after many first names. Our unsupervised
seed generation algorithm gets about 65% accuracy in the ten-
nis category and about 68% accuracy in the football category.
We have experimented with manually correcting the seeds by
eliminating all those that were incorrect. This did not result
in any improvement of the final extraction performance, lead-
ing us to conclude that our algorithm is robust to noise and is
able to deal with noisy seeds.

6 Attribute and Value Extraction

After generating initial seeds, the next step is to use the seeds
as labeled training data to train the learning algorithms and
extract attributes and values from the unlabeled data. We for-
mulate the extraction as a classification problem where each
word or phrase can be classified as an attribute or a value
(or as neither). We treat this as a supervised learning prob-
lem and use Naı̈ve Bayes as our first approach. The initial
seed training data is generated as described in the previous
section and serves as labeled data which Naı̈ve Bayes uses
to train a classifier. Since our goal is to create a system
that minimizes human effort required to train the system, we
use semi-supervised learning to improve the performance of
Naı̈ve Bayes by exploiting large amounts of unlabeled data
available for free on the Web. Gathering product descriptions
(from retail websites) is a relatively cheap process using sim-
ple web crawlers. The expensive part is labeling the words
in the descriptions as attributes or values. We augment the
initial seeds (labeled data) with the all the unlabeled prod-
uct descriptions collected in the data collection phase and use
semi-supervised learning (co-EM [Nigam and Ghani, 2000]

with Naı̈ve Bayes) to improve attribute-value extraction per-
formance. The classification algorithm is described in the
sections below.

6.1 Initial labeling

The initial labeling of data items (words or phrases) is based
on whether they match the labeled data. We define four
classes to classify words into: unassigned, attribute, value,
or neither. The initial label for each word defaults to unas-
signed. If the unlabeled example does not match the labeled
data, this default remains as input for the classification algo-
rithm. If the unlabeled example does match the labeled data,
then we simply assign it that label. By contrast, words that
appear on a stoplist are tagged as neither.

6.2 Naı̈ve Bayes Classification

We apply the training seeds to the unlabeled data in order
to assign labels to as many words as possible, as described
in the previous section. These labeled words are then used
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as training data for Naı̈ve Bayes that classifies each word or
phrase in the unlabeled data as an attribute, a value, or neither.

The features used for classification are the words of each
unlabeled data item, the surrounding 8 words, and their cor-
responding parts of speech. With this feature set, we capture
not only each word, but also its context as well as the parts of
speech in its context. This is similar to earlier work in extract-
ing named entities using labeled and unlabeled data [Ghani
and Jones, 2002].

6.3 co-EM for Attribute Extraction

Since labeling attributes and values is an expensive process,
we would like to reduce the amount of labeled data required
to train accurate classifiers. Gathering unlabeled product de-
scriptions is cheap. This allows us to use the semi-supervised
learning setting by combining small amounts of labeled data
with large amounts of unlabeled data. We use the multi-view
or co-training [Blum and Mitchell, 1998] setting, where each
example can be described by multiple views (e.g., the word
itself and the context in which it occurs). It has been shown
that such multi-view algorithms often outperform a single-
view EM algorithm for information extraction tasks [Jones,
2005].

The specific algorithm we use is co-EM: a multi-view
semi-supervised learning algorithm, proposed by [Nigam
and Ghani, 2000], that combines features from both
co-training [Blum and Mitchell, 1998] and Expectation-
Maximization (EM). co-EM is iterative, like EM, but uses
the feature split present in the data, like co-training. The sep-
aration into feature sets we use is that of the word to be clas-
sified and the context in which it occurs. Co-EM with Naı̈ve
Bayes has been applied to classification, e.g., by [Nigam and
Ghani, 2000], but so far as we are aware, not in the context
of information extraction. To express the data in two views,
each word is expressed in view1 by the stemmed word itself,
plus the part of speech as assigned by the Brill tagger. The
view2 for this data item is a context of window size 8, i.e. up
to 4 words (plus parts of speech) before and up to 4 words
(plus parts of speech) after the word or phrase in view1. By
default, all words are processed into view1 as single words.
Phrases that are recognized with correlation scores (Yule’s Q,
χ2, and pointwise mutual information) are treated as an entity
and thus as a single view1 data item.

co-EM proceeds by initializing the view1 classifier using
the labeled data only. Then this classifier is used to proba-
bilistically label all the unlabeled data. The context (view2)
classifier is then trained using the original labeled data plus
the unlabeled data with the labels provided by the view1 clas-
sifier. Similarly, the view2 classifier then relabels the data
for use by the view1 classifier, and this process iterates for a
number of iterations or until the classifiers converge.

More specifically, labeling a view2 training example using
the current view1 classifier is done as follows:

P (ck|view2i) ∝ P (ck) ∗ P (view2i|ck)

if view2i does not match the labeled training data. Other-
wise, the initial labeling is used.

P (ck) is the class probability for class ck, which is esti-
mated using the current labels in the other view. The word

probabilities P (view2i|ck) are estimated using the current
labels in the other view as well as the number of times the
view2 data element view2i occurs with each view1 data el-
ement. The opposite direction is done analogously. After co-
EM is run for a pre-specified number of iterations, we assign
final co-EM probability distributions to all 〈view1i, view2j〉
pairs as follows:

P (ck|〈view1i, view2j〉) =
P (ck|view1i) + P (ck|view2j)

2

It should be noted that even words that are tagged with
high probability as attributes or values are not necessarily ex-
tracted as part of an attribute-value pair in the next phase.
They will generally only be extracted if they form part of a
pair, as described below.

7 Finding Attribute-Value Pairs

The classification phase assigns a probability distribution
over all the labels to each word (or phrase). This is not
enough: often, subsequent words that are tagged with the
same label should be merged to form an attribute or value
phrase. Additionally, the system must establish links be-
tween attributes and their corresponding values, so as to form
attribute-value pairs, especially for product descriptions that
contain more than one attribute and/or value. We accomplish
merging and linking using the following steps:

• Step 1: Link if attributes and values match a seed pair.

• Step 2: Merge words of the same label into phrases if
their correlation scores exceed a threshold.

• Step 3: Link if there is a syntactic dependency from the
value to the attribute (as given by Minipar [Lin, 1998]).

• Step 4: Link if attribute and value phrases exceed a co-
location threshold.

• Step 5: Link if attribute and value phrases are adjacent.

• Step 6: Add implicit attributes material, country, color.

• Step 7: Extract binary attributes, i.e., attributes without
values, if the attribute phrase appears frequently or if the
unlabeled data item consists of only one word.

The steps described here are heuristics and by no means
the only approach that can be taken to linking. We chose
this order to follow the intuition that pairs should be linked
first by known pairs, then by syntactic dependencies which
are often indicative, and if those two fail, then they should
finally be linked by co-location information as a fallback. Co-
location information is clearly less indicative than syntactic
dependencies, but can cover cases that dependencies do not
capture.

In the process of establishing attribute-value pairs, we ex-
clude words of certain parts of speech, namely most closed-
class items such as prepositions and conjunctions.

In step 6, the system ‘extracts’ information that is not ex-
plicit in the data. The attributes (country, color, and/or mate-
rial) are added to any existing attribute words for this value
if the value is on the list of known countries, colors, and/or
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materials. Assigning attributes from known lists is an initial
approach to extracting non-explicit attributes. In the future,
we will explore this issue in greater details.

After all seven pair identification steps, some attribute or
value phrases can remain unaffiliated. Some of them are valid
attributes with binary values. For instance, the data item Im-
ported is a valid attribute with the possible values true or
false. We extract only those attributes that are single word
data items as well as those attributes that occur frequently in
the data as a phrase.

8 Evaluation

In this section, we present evaluation results for experiments
performed on tennis and football categories. The tennis cat-
egory contains 3194 unlabeled data items (i.e., individual
phrases from the lists in the product descriptions), the foot-
ball category 72825 items. Unsupervised seed extraction re-
sulted in 169 attribute-value pairs for the tennis category and
180 pairs for football.

Table 2 shows a sample list of extracted attribute-value
pairs (i.e., the output of the full system), together with the
phrases that they were extracted from.

Full Example Attribute Value

1 1/2-inch polycotton
blend tape

polycotton blend
tape

1 1/2-inch

1 roll underwrap underwrap 1 roll

1 tape cutter tape cutter 1

Extended Torsion bar bar Torsion

Synthetic leather up-
per

#material# upper leather

Metal ghillies #material#
ghillies

Metal

adiWear tough rubber
outsole

rubber outsole adiWear
tough

Imported Imported #true#

Dual-density padding
with Kinetofoam

padding Dual-density

Contains 2 BIOflex
concentric circle mag-
net

BIOflex concen-
tric circle magnet

2

93% nylon, 7% span-
dex

#material# 93% nylon
7% spandex

10-second start-up
time delay

start-up time de-
lay

10-second

Table 2: Examples of extracted pairs for system run with co-
EM

We ran our system in the following three settings to gauge
the effectiveness of each component: 1) only using the auto-
matically generated seeds and the generic lists (‘Seeds’ in the
tables), 2) with the baseline Naı̈ve Bayes classifier (‘NB’),
and 3) co-EM with Naı̈ve Bayes (‘coEM’). In order to make
the experiments comparable, we do not vary pre-processing
or seed generation, and keep the pair identification (linking)
steps constant as well.

The evaluation of this task is not straightforward since peo-
ple often do not agree on what the ‘correct’ attribute-value
pair should be. Consider the example Audio/JPEG naviga-
tion menu. This phrase can be expressed as an attribute-value

pair in multiple ways, e.g., with navigation menu as the at-
tribute and Audio/JPEG as the value, or with menu as the
attribute and Audio/JPEG navigation as the value. For this
reason, we give partial credit to an automatically extracted
attribute-value pair, even if it does not completely match the
human annotation.

8.1 Precision and Recall

Whenever the system extracts a partially correct pair for an
example that is also given by the human annotator, the pair is
considered recalled. The results for this metric can be found
in table 3.

Seeds NB coEM

Recall Tennis 27.62 36.40 69.87

Recall Football 32.69 47.12 78.85

Table 3: Recall for Tennis and Football Categories

Recall differs greatly between system settings. More
specifically, co-EM results in recalling a much larger num-
ber of pairs, whereas seed generation and Naı̈ve Bayes yield
relatively poor recall performance. Seed generation was not
expected to yield high recall, as only few pairs were extracted.
In addition, the results show that co-EM is more effective at
extrapolating from few seed examples to achieve higher recall
than Naı̈ve Bayes.

In order to measure precision, we evaluate how many au-
tomatically extracted pairs match manual pairs completely,
partially, or not at all. The percentage of pairs that are fully
or partially correct is useful as a metric especially in the con-
text of human post-processing: partially correct pairs are cor-
rected faster than completely incorrect pairs. Table 4 lists
results for this metric for both categories. The results show
no conclusive difference between the three systems: co-EM
achieves a higher percentage of fully correct pairs, while the
other two result in a total higher percentage of fully or par-
tially correct pairs.

Seeds NB coEM

% fully correct Ten-
nis

20.29 21.28 26.60

% full or part cor-
rect Tennis

98.56 98.94 96.81

% incorrect Tennis 1.44 1.06 3.19

% fully correct
Football

15.38 14.44 17.65

% full or part cor-
rect Football

96.15 90.40 89.59

% incorrect Foot-
ball

3.85 9.60 10.41

Table 4: Precision for Tennis and Football Categories

Currently, however, our system places higher importance
on recall than on precision. Furthermore, co-EM results in
reasonable levels of precision, and therefore offers a the best
balance of the proposed algorithms. The F-1 measure, as
shown in table 5, supports this intuition.
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Seeds NB coEM

F-1 Tennis 0.43 0.53 0.81

F-1 Football 0.49 0.62 0.84

Table 5: F-1 measure for Tennis and Football categories

T nW T W F nW F W

% fully correct 51.25 55.89 51.90 60.01

% flip to correct 12.08 20.14 9.62 10.25

% flip to partially
correct

2.92 1.75 0.87 2.14

% partially correct 32.92 21.74 35.27 25.98

% incorrect 0.83 0.48 2.33 1.63

Table 6: Non-weighted and Weighted Precision Results for
Tennis and Football Categories. ‘T’ stands for tennis, ‘F’ is
football, ‘nW’ non-weighted, and ‘W’ is weighted

8.2 Precision Results for Most Frequent Data
Items

As the training data contains many duplicates, it is more im-
portant to extract correct pairs for the most frequent pairs
than for the less frequent ones. In this section, we report
precision results for the most frequently data items. This is
done by sorting the training data by frequency, and then man-
ually inspecting the pairs that the system extracted for the
most frequent 300 data items. This was done only for the
system run that includes co-EM classification. We report pre-
cision results for the two categories (tennis and football) in
two ways: first, we do a simple evaluation of each unique
data item. Then we weight the precision results by the fre-
quency of each sentence. In order to be consistent with the
results from the previous section, we define five categories
that capture very similar information to the information pro-
vided above. The five categories contain fully correct and in-
correct. Another category is Flip to correct, meaning that the
extracted pair would be fully correct if attribute and value la-
bels were flipped. Flip to partially correct refers to pairs that
would be partially correct if attribute and value were flipped.
Finally, we define partially correct as before. Table 6 shows
the results.

A final comment on the current performance of the system:
while there is room for improvement in the results, in reality
the automated system provides a vast improvement over the
current ‘state of the art’: as we mentioned above, the real
baseline, as it is being performed by businesses today, is the
manual extraction of attribute-value pairs.

9 Conclusions and Future Work

We describe an approach to extract attribute-value pairs from
product descriptions that requires very little user supervision.
We start with a novel unsupervised seed generation algorithm
that has high precision but limited recall. The supervised and
especially the semi-supervised algorithm yield significantly
increased recall with little or no decrease in precision using
the automatically generated seeds as labeled data.

Future work will focus on adding an interactive step to
the extraction algorithm that will allow users to correct ex-

tracted pairs as quickly and efficiently as possible. We are
experimenting with different active learning algorithms to
use in the interactive step to minimize the number of cor-
rections required to improve the system. One of the main
challenges with an interactive approach is to make co-EM ef-
ficient enough that the time of the user is optimized.

We believe that a powerful attribute extraction system can
be useful in a wide variety of tasks, as it allows for the nor-
malization of products as attribute-value vectors. This en-
ables fine-grained comparison between products and can im-
prove a variety of applications such as product recommender
systems, price comparison engines, demand forecasting, as-
sortment optimization and comparison systems.

References

[Blum and Mitchell, 1998] Avrim Blum and Tom Mitchell.
Combining labeled and unlabeled data with co-training. In
COLT-98, 1998.

[Brill, 1995] Eric Brill. Transformation-based error-driven
learning and natural language processing: A case study in
part of speech tagging. Computational Linguistics, 1995.

[Collins and Singer, 1999] M. Collins and Y. Singer. Un-
supervised Models for Named Entity Classification. In
EMNLP/VLC, 1999.

[Ghani and Jones, 2002] Rayid Ghani and Rosie Jones. A
comparison of efficacy of bootstrapping algorithms for in-
formation extraction. In LREC 2002 Workshop on Linguis-
tic Knowledge Acquisition, 2002.

[Jones, 2005] Rosie Jones. Learning to Extract Entities from
Labeled and Unlabeled Text. Ph.D. Dissertation, 2005.

[Lin, 1998] Dekan Lin. Dependency-based evaluation of
MINIPAR. In Workshop on the Evaluation of Parsing Sys-
tems, 1998.

[Liu and Cheng, 2005] Bing Liu and Minqing Hu and Jun-
sheng Cheng. Opinion observer: Analyzing and compar-
ing opinions on the web. In Proceedings of WWW 2005,
2005.

[Nigam and Ghani, 2000] Kamal Nigam and Rayid Ghani.
Analyzing the effectiveness and applicability of co-
training. In Proceedings of the Ninth International Confer-
ence on Information and Knowledge Management (CIKM-
2000), 2000.

[Peng and McCallum, 2004] Fuchun Peng and Andrew Mc-
Callum. Accurate information extraction from research
papers using conditional random fields. In HLT 2004,
2004.

[Popescu and Etzioni, 2005] Ana-Maria Popescu and Oren
Etzioni. Extracting product features and opinions from re-
views. In Proceedings of EMNLP 2005, 2005.

[Porter, 1980] M. F. Porter. An algorithm for suffix stripping.
Program, 14(3):130–137, 1980.

[Seymore et al., 1999] Kristie Seymore, Andrew McCallum,
and Roni Rosenfeld. Learning hidden markov model struc-
ture for information extraction. In AAAI 99 Workshop on
Machine Learning for Information Extraction, 1999.

IJCAI-07
2843



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /CMYK
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 1
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile (None)
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice


